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Abstract
Ptolemy’s Geography provides latitude and longitude coordinates for over 6000 locations known in his time in the ancient world. Unfortunately, many of the coordinates that were chronicled at that time are known to represent an out of proportion and out of scale view of the world map. We present a window into this world by systematically converting and adjusting these ancient coordinates into their modern equivalents, and then loading them into modern GIS tools such as Google Earth. We present our methods of estimating the coordinate adjustments required, along with an initial application of the methods on book 7 of Ptolemy’s work, covering the Indian subcontinent and other parts of Southeast Asia. By using existing research on some of the locations for which we do know the modern equivalents, we develop a mathematical model for estimating the locations of the remaining ones, providing a comprehensive conversion of the ancient data. The end result and value added by this work is a previously unavailable picture of the world Ptolemy described using the same tools we use to better understand our world today, substantially increasing our ability to understand it.
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A Mathematical Method for Visualizing Ptolemy’s India in Modern GIS Tools
Ptolemy’s Geography provides coordinates for over 6000 places in the ancient world, along with brief descriptions and contextual metadata to go along with them. Combined with other historical sources, such as the Periplus of the Erythraean Sea, a better picture arises of what the world must have looked like in those days. A better understanding of this ancient cartographic dataset contributes to a better understanding of our shared cultural heritage, and enables further correlation of other ancient datasets through geographic relationships.
Unfortunately Ptolemy had only limited tools given the state of cartographic and information technologies at the time of his work. That he was able to produce such a voluminous effort at all with the degree of detail and relative accuracy is quite impressive. But in terms of its direct usefulness as a dataset for understanding how it informs our heritage, it is clear that some of the misunderstandings of the true shape of the world hamper our efforts to understand them in a modern context. Work is needed to turn it into useful data in a modern context. 
We make an attempt at doing just that in our project, and this paper reports on our efforts so far. Our eventual goal is to provide a dataset and corresponding GIS assets that enable exploration of all places mentioned in Ptolemy’s Geography with as accurate as possible modern geo coordinates, so that the places can be visualized in modern GIS tools and better compared to other datasets. Our initial work focuses on India, which corresponds to book 7 of Ptolemy’s Geography, especially chapters 1 and 4.
This paper is organized as follows. First we review the literature we explored with regards to both surviving translations of Ptolemy’s work along with the commentary that provides insight into potential modern places that we could geocode to give us a modern coordinate set. Next we discuss our tools and workflow and how it supported our effort. After that we discuss the models we applied to take the points that we do have some clue about where they are and use that to predict where the ones we don’t know might be. We also discuss particular locations and how we decided on where to place the ones that we consider as known. Then we discuss the results of the effort, providing both sample visualizations in modern tools and also an analysis of what may be the accuracy of the various mathematical models we applied. Finally, we discuss our conclusions and potential future work.
Literature Review
Stückelberger and Grasshoff (2006) provide the most complete and seemingly accurate modern translation of Ptolemy’s work, but unfortunately for us the entire work is provided in German and the original Greek from the source manuscripts they used. Since we do not speak German or Greek at this level, this made it a bit difficult to use other than as a source for the actual names and coordinates from the catalog. However, this turned out to be sufficient for our needs and was still a very useful resource. Furthermore, once we discovered that they had provided a readable database on the CD accompanying the book, we were able to accelerate our work and bypass much of the scanning and parsing work we were anticipating. Stückelberger and Grasshoff also provide many suggestions for modern names for the places mentioned in Ptolemy’s, but they seem to be stronger for other regions and books than for India in book 7.
McCrindle (1927) fills in many of the gaps left by Stückelberger and Grasshoff by providing another source, in English, of all of Ptolemy’s coordinates focused on India. He also provides suggestions for many additional modern equivalents along with a description of the sources and rationale for each. While we were able to scan and parse the catalog to a degree using automated means, we found that eventually the nuance of the data and understanding required to turn the descriptions into usable modern coordinates for the places we consider known was still very manual and laborious. We developed tools to help ease this burden as much as possible, and were able to make it through a large portion of McCrindle’s work to extract additional known coordinates.
Berggren and Jones (2000) provide an excellent translation of the first chapter of Ptolemy’s work, which covers most of the theoretical material. This was valuable for gaining deeper insight into some of the rationale and methods Ptolemy used in coming up with his original estimates as well as in understanding his major errors and their reasons. Unfortunately, it only provides full coverage of this chapter, and unlike McCrindle, does not help us understand much of the specifics about Ptolemy’s India, or much of the rest of the catalog for that matter.
Stevenson (Ptolemy, 1991) attempts to provide a complete English translation of Ptolemy’s entire work, but unfortunately is known to contain numerous major flaws. He does however have the entire catalog, so while it must be used very cautiously and compared against other sources, it is still somewhat useful.
Tools and Workflow
Scanning
We started off by trying to just get all the Ptolemy coordinates into a digital form that we could work with. We were aware of 3 sources that would serve as a starting point for this effort, all of which we had available in printed form: Stückelberger and Grasshoff, McCrindle, and Stevenson.
Since initially we understood all the data to be available in only hardcopy form, our initial work revolved around establishing a scanning, character recognition, and data extraction process for each of the three sources. Early on, we developed software to help operate a simple local desktop scanner to help us scan in all of McCrindle’s text. We fed the output of this process into the open source optical character recognition (OCR) program Tesseract (Smith, 2007), which converted it from the images output by the scanner into text files, one per page. We then further developed another program that took those text files and extracted the name coordinate pairs, which then became a dataset that we could take further into our processing. All the programs in this work were developed in Python on Windows.
Later attempts at scanning, even after it wasn’t as much of a focus given that we were able to import data directly from Stückelberger and Grasshoff’s CD, made use of a much larger scanner and ABBYY FineReader. This combination was able to scan at a much higher rate, and the workflow required less software development. However, the output was never directly usable as a database table. We suspect there are other tools offered by ABBYY to compliment FineReader that could help with extract the data in a tabular form so as to facilitate creation of a database from the text, rather than just the text and partial tables. Furthermore, FineReader did struggle with many of the characters, but we suspect that some of the training features it offered could be explored to reduce those errors. Even with the CD, further scanning efforts are relevant because we’d like to be able to better link the coordinates to their historical sources.
Data Import
Once we learned that the CD accompanying Stückelberger and Grasshoff contained an easily readable digital copy of their translation of Ptolemy’s catalog, using it in further programs became a matter of writing a simple library to load their data, along with any other data we needed. We created a small custom library to help with this and have used it extensively throughout our other programs. 
The Stückelberger and Grasshoff data comes in 4 files on the CD: places, categories, people, and realities. We used a copy of the files that had already been exported from FileMaker to tab-delimited text files. Of the 4 files, we were primarily interested in the places file. However, as the places file makes reference to the categories file, this one was somewhat useful as well. The other two, people and realities, were essentially unused for our work.
The headings and meta-data in their data was all in German, and this had to all be manually translated to English for use within our library. Similarly, the place names are also in German. A possible future endeavor could be to have all of those systematically translated to English, and potentially other languages as well.
One difficulty that was particularly troublesome early in the project that stemmed from the language issues was the character set encodings used. The text files we used from the database seemed to be using at least two different encodings, and it took quite a bit of informed trial and error to figure out which encodings should be used for which files. None of those encodings was US-ASCII, which would have been easiest to work with in our software. These issues carried through into other parts of the toolchain as well.
KML generation
Another set of programs we developed early on that were improved throughout the effort and proved to be quite helpful were focused on writing out keyhole markup language (KML) files that could be loaded into Google Earth. Being able to quickly and easily visualize the locations being described was essential in all aspects of our work: identifying known locations, validating scanning and parsing output, and creating and validating mathematical models. Of course, this also serves to fulfill one of the primary goals of the project, which is to be able to make use of Ptolemy’s data more easily in these tools. An example of the KML file produced for one of the models as loaded into Google Earth is shown in Figure 5.
Initially we used a library called simplekml (Lancaster, 2014) which worked very well at first and made it quite easy to create our files. As time went on though, we hit a few difficulties. The first was that it was unclear how to get the library to handle the multilingual character’s that occurred in some of the data. Ideally, the library would have been able to just output everything as UTF-8 and convert all the characters for us on output assuming we had loaded them correctly. However, instead we seemed to get lots of unhandled exceptions within the library that we were unable to deal with, other than the workaround to strip such characters from our text or provide replacements. Next was the way it handled styles. Because we have a few additional attributes that we want to encode with the data beyond the coordinates, such as whether we consider each as a known or unknown location, we needed to make use of styles, which the library let us specify. However, the library seemed to always generate a new style object for each point, leading to much larger KML files than were necessary and likely much less efficient processing within Google Earth.
We tried an alternative KML library as well which relied on lxml, but in the end decided it would be better and more flexible to simply treat it as we might treat generating any other XML, and simply write it out directly without an intermediate library. This let us optimize the output KML for our intended purposes here and deal with the difficulties of our dataset directly rather than having to work through an extra layer. A future extension could be to further encapsulate the custom logic we need into our own KML library specific to this project.
One extension we did not have time to address in this project was to have the ability to edit the KML files in Google Earth, and then import the changes into our dataset. The primary use case here would be for point locating. For instance, if we output a set of known and unknown locations and view them in Google Earth, and during viewing decide that one of those points should be nudged in some direction, then ideally we would just be able to move it there within Google Earth and have those changes reflect back in the source data. Similar edits could be imagined with other aspects of the data, and should be considered for future enhancement projects.
Geocoding
One of the more difficult parts of this project was in coming up with exact latitude and longitude coordinates for each of the points that have been identified and that we’d like to consider as known. In both of the authors that provide extensive lists of such identifications, all that is provided are the names or descriptions of the modern equivalents. No one has, as far as we known until this work, provided an extensive catalog of modern coordinates for all of the places listed in Ptolemy’s catalog, so we had to build it ourselves. In doing so, we created two key additional tools to help us in addition to the scanning and data import programs mentioned previously.
The first was a command line program that takes in a place name and writes out the result of a query to the Google Geocoding API. The returned JSON object contains the latitude and longitude of the place along with a bit of other useful information. Rather than just store the latitude and longitude and potentially having to request multiple times for each of the places as we iterated on the process and the data, and potentially exceeding the various quotas built into the service, we decided to simply cache the entire result and reuse it as much as possible rather than re-querying. Each of the JSON files is stored in a geocode directory within the main data directory, named using the identification system established by Stückelberger and Grasshoff. Along with this we built an extension to the data import library that for each of the ID’s loaded from the database, would also load the modern latitude and longitude coordinates from the files in this directory and set our disposition for the location to known, rather than unknown.
The second was a graphical user interface (GUI) to help with manual geocoding efforts. While the above semi-automated geocoding tool based on names was useful, especially during the initial work, it fell short when we had to do further investigations on some of the more difficult points. Often times we would find the place on the map that seemed to represent the most logical point for what Ptolemy or McCrindle any of the other sources were describing, but there was not a convenient named point around to feed into the above tool to be geocoded. 
Rather than completely change from the approach of storing the JSON file for the geocoding information, we instead started manually writing out a minimal JSON file for each of the ID’s with just the latitude and longitude information. This allowed us to be compatible with the above tool for those cases where we could geocode by name, but also gave us the flexibility to explicitly set the coordinates as needed. At first, the files were copied and adjusted by hand. 
The GUI came later after doing many by hand. It is tiny so that it fits in the corner of the window, allowing for plenty of room to see Google Maps, Google Earth, the command line for re-running the models, and the various tracking spreadsheets and notes, contributing to an efficient workflow. It also allows for direct pasting in from the coordinates retrieved from the “What’s here” feature in Google Maps, along with the Ptolemy ID. It takes all of this and writes out the correct JSON format file, compatible with the above tool.
Visualization
The primary tool for visualization in this project was definitely Google Earth. By setting up the programs that were executing the model early on to always output a KML file representing the results, and by making use of the Google Earth feature to easily revert such a file to incorporate the most recent version, we were able to implement a streamlined iteration process for both code changes and point identification work.
The second primary tool we made use of, primarily for the manual geocoding effort, was Google Maps. It was rather convenient to be able to search for the various names given for each of Ptolemy’s places on the web and in various other sources, and then also browse through all the alternatives on a map in Google Maps. It also has several interactive features that proved to be of great use, particularly around extracting a specific set of coordinates for an arbitrary point on the map, and for measuring the distance between two points on a map. Being able to follow rivers by seeing the name listed all the way up the river was helpful as well in identifying river sources and mouths. 
Finally, an animation sketch we created in processing turned out to be of great value in understanding the way the each of the models actually worked. While labeling the points and being able to see the ancient and modern coordinates in the same frame on Google Earth was a critically important part of our workflow, it did fall short of providing deep understanding of where each of the unknowns was actually going at a macro level in relation to their known coordinates. The animation made it possible to take this in all at the same time and led to several new models, corrections, and other improvements in our work. Furthermore, it serves as a great introduction to the work for others who are coming in new, as it summarizes what we’re trying to do succinctly as people see Ptolemy’s India “take shape” through our work. A screenshot of this program in action is shown in Figure 4.
Places
A major challenge in working with this data was in both the association of places named in Ptolemy with the modern names of those places (if they can be traced), and then subsequently the geocoding of those places. This section describes some of the work that we did in this area.
About Ptolemy’s Geography
Ptolemy’s Geography is broken down into several books. The first book describes prior work by other scholars of his time, and his improvements to that work along with his own contributions. Book 2 begins the catalog, and each subsequent book up to and including book 7 focuses on a different area of the known world at that time. Because our focus is on India for this work, we primarily investigated book 1 for the theoretical underpinnings and book 7 for the catalog as it pertains to India.
Book 7 is broken down into 4 chapters, each pertaining to a different region of southern Asia. Chapter 1, by far the largest, focuses on the Indian sub-continent, which spans in the book from what is modern Pakistan, from area around the Indus River, all around the coast, and along the Ganga and the Himalayas, to where the Ganga enters the sea. Chapter 2 describes the area beyond the Ganga. Chapter 3 describes what little is known about China and the areas even further east. Chapter 4 wraps it up with a description of what is known today as Sri Lanka. Of these, for our purposes in focusing on India, chapters 1 and 4 are the most important.
Within each chapter, Ptolemy follows a consistent pattern to enumerate all the places. First, he outlines the entire coastal area. Then he lists all the mountain ranges, followed by the sources, major confluences and bends, and any additional mouths of the rivers. He then proceeds to list the various people of the land along with their major towns. Finally he lists any surrounding islands.
Stückelberger and Grasshoff’s Database
In the database that accompanies their translation of Ptolemy’s work, Stückelberger and Grasshoff list 12,883 unique records in their places table. Of those, 1,217 records pertain to book 7. Within that set, 640 records actually have a Ptolemy latitude and longitude, and because of the nature of our work we filtered all those that did not have coordinates out. Of those that remained, 47 were duplicates by their ID, most of which were because they were either an alternate name or because it was for a larger feature such as a mountain, and each row specified a different end of the feature. This leaves 593 unique values. Of those, they suggest a modern name for 99 of them, 84 of which are for chapter 1. During our first pass, we were only able to geocode about 50 of those locations using a program that leveraged Google’s geocoding API to look up the coordinates based on the modern names they gave. This was the initial set we took for further processing to try to derive the other unknown points, which we describe later.
Additional Points
After working with the various models for some time, we realized that we really needed additional known points. Using a combination of translations of Stückelberger and Grasshoff names along with McCrindle, Wikipedia, Google searches, and Google Maps, we were able to come up with potential names and coordinates for an additional 85 places of the 593 that we would like to be able to plot. The 98 known points for chapter 1 are listed in table 1, and the 21 known for chapter 4 are listed in table 2.
Models
While we know many of the modern equivalents of places that Ptolemy describes we don’t know all of them. As mentioned earlier, a key challenge with this work is to use what we know about the places that are known to predict the ones that we don’t know. This section describes all of the approaches we attempted in order to come up with a reasonable data set that would represent all of Ptolemy’s locations converted to modern coordinates.
Linear Regression Model Approach
This is the first model we tried. It was first attempted in Filatova, Gusev and Stafeyev’s (2008) work on Ptolemy’s Africa. This model represents a simple linear regression model to convert from ancient coordinates to known coordinates. We train a linear regression model on both the ancient latitude and longitude to predict the modern latitude, and then a separate one trained on the same input data to predict the modern longitude. We used the scikit-learn library developed for Python (Predregosa, 2011) for the inner linear regression models as well as other tasks in this and other models.
Triangulation Approach
This is the second model we tried. It was also from Filatova, Gusev and Stafeyev’s (2008) prior work on Ptolemy’s Africa. This method has the unfortunate constraint that each of the unknown places that we want to try to predict must be enclosed by a triangle of other points that we do know. In the data set that we’re investigating here, not all of the unknown points meet that criteria so we end up losing quite a bit of data. Furthermore, this constraint makes it quite difficult to test and validate the model, because many of the known points that we’d want to validate are on the convex hull, and so removing them makes it impossible to predict them.
However, this approach turned out to be the most accurate we came up with, and is conceptually straightforward. It works by finding a set of known points for each unknown that form a triangle around it, and then computing a weight for each known point based on the area of the triangle opposite to it. Then it uses those weights to combine the modern coordinates for those known points.
To come up with the triangles in an efficient way, we computed a Delaunay triangulation of the known points in their ancient coordinates. We used a library in scipy.spatial to compute this triangulation, and to lookup the simplex of known points for each unknown point. The spherical triangle area and the modified great circle function that it depends on were both implemented according to their descriptions in the paper by Filatova, Gusev and Stafeyev.
Basis Vector Approach
This was our first attempt at breaking free of the constraint of the surrounding triangle. In this approach, we find the three nearest neighbors that were knowns, based on their distance to the unknown, and then treat the two vectors that they form as a basis vector of the unknown in ancient coordinate space. We then solve a system of equations to determine what the unknown would be in the modern coordinate space. 
Bayesian Adjustment
In this approach we take as a prior the land area of India. Specifically, we create an image representing the map of India that is black and white. This map is loaded as a grid approximation of the prior belief. We did this because there were many points in the output predictions that fell in the middle of the ocean. While in some cases this might be possible, such as may be the case with small islands or with changing water levels or changes in river flows, many of the instances we observed of this were too extreme to be explained by this. Rather, we felt we would get better, and at least to us more believable, results if we moved the output points closer to land. 
To accomplish this, we loaded the black and white image as a matrix of points and treated it like a bilateral grid approximation of the probability, normalizing so that the entire image (i.e., the grid of probabilities) summed to one. Then we took each of the output points and created a second grid that treated the output point as the mean of a bivariate normal distribution. We then applied Bayes formula, combining the prior with the data and then renormalized the result so that it summed to one. We then took the maximum a-posteriori (MAP) of the resulting grid approximation posterior as the new output point. Initially we tried taking the maximum likelihood estimator (MLE) instead, but found that we still ended up with points in the middle of the ocean. The MAP does not suffer from this, because the point has to have some probability to make it as the MAP, and points in the ocean would come as 0 in the posterior, so they would have zero probability. This is because we set the probability of the ocean points to 0 in the prior. The prior, along with the data and posterior as interim images are shown in Figure 3.
Multilateral
This was a second attempt at breaking free of the triangulation constraint. This model attempts to use an approach used by modern GPS technologies, locating a point based on its relative spherical distance in 3-space from 3 other known points. A useful analogy here would be that of the GPS device in modern cell phones. If you view the cell phone as the unknown Ptolemy location, and three satellites as the known Ptolemy locations, then we can apply the same algorithm used for GPS locations to estimate the unknown location from the known locations.
This algorithm works by estimating the distances to each of the unknown points, and then computing the intersection of the three spheres constructed by using those distances as radii for those spheres, and the sphere representing Earth. In our case, an interim translation step is needed. We first compute the distances from the unknown to each of the knowns using the Ptolemy coordinates. Then we construct the spheres using the modern coordinates and find their intersection, using an SVD based approach we found on Stack Overflow (zerm, 2011). 
Our use of this approach was somewhat flawed, as it assumes that the distances would be maintained after the move from ancient to modern coordinates, which is not the case. Attempts to scale the distance based on the relative distances among the ancient coordinates was also found to be flawed, because the relative distances are also not maintained between ancient and modern coordinates. 
Flocking
This attempt was inspired by the animation visualization mentioned elsewhere. While watching the ancient to modern point movement of the triangulation model, it was interesting to see how the unknown points moved in relation to their nearest neighbors. This inspired the idea to take a weighted average of the movements of the neighbors, as opposed to trying to average their positions. 
To implement this, we first move the center of mass of the entire Ptolemy data set directly over the center of the modern point set. This was again inspired by the visualization, as it was necessary there to have the points show up at a similar place on the screen and remain in frame for both times. Then, for each of the known points, we compute the vector by which the Ptolemy coordinate must move to become the modern coordinate. 
For prediction, we take the nearest neighbors of the unknown point, and then compute a weighted average of the vectors that their neighbors had to move to become their modern points, and use this to move the unknown point so that it becomes its modern point. The weights are based on the distance of the unknown point to each of the known points in terms of Ptolemy coordinates.
Tri-area
This recent model was originally intended to supplement the triangulation model by simply removing the constraint that the unknown points had to be fully enclosed by a triangle of known points. The idea was based on what turned out to be a misunderstanding about the way the triangulation approach actually works. The triangulation method computes the new point by taking a weighted average of the surrounding points, where the weights are computed by finding the areas of the inner triangles formed by drawing line segments from the unknown to each of the knowns, and from each of the knowns to each other. The misunderstanding was that after applying the weights to compute the new points, that the ratios of the areas of the triangles would be preserved in the new configuration, and that this was the essence of that approach. A new approach could then, by finding an alternative method of finding the new point in a way that preserves the same ratio would work identically for the unknowns that were completely surrounded, but with the added benefit of working in a similar way whenever the point was not fully surrounded.
Unfortunately in practice it did not work out. It seems that applying the weighted average is not a way to have the ratios of the areas be preserved. While we were successful in creating a solution that does seem to preserve the areas of the triangles, it does not appear to match up at all with the previous triangulation approach. It moves the unknowns in a “clumpy” way, which is clearly visible in the animation visualization. Furthermore for the points that were outside, it appeared to move them out of range much further than would have been expected, similar to the way the basis approach did.	Comment by Corey Abshire: Idea for sketch – make it so that we can drag and drop the output CSV’s into the processing sketch to have it switch to a different file.

Results
Google Earth
This was perhaps our primary output, based on the amount we made use of it. We found KML to be remarkably powerful despite its simplicity in communicating our visualization needs to Google Earth and found the tool to support our workflow well in trying to determine new points to consider as known.
In addition to visualizing the points, we also found it incredibly useful to visualize other geometric artifacts from our models. For instance, the triangulation approach relies heavily on the Delaunay triangulation. Visualizing this triangulation along with the points that comprise it and the points that fall within each triangle proved to be quite useful in improving both the model and the data. An example of this visualization is shown in Figure 5.
Processing Visualization
This was a useful visualization for understanding which points moved where, and how the movements compared with one another. It was the inspiration for the flocking model. This tool was developed as a Processing sketch (Raes, 2007). Screenshots of the visualization in its two extreme states are given in Figure 4.
Error Analysis
The errors between the two most accurate models did not follow the same pattern. Our average error for the regression approach was around 220 miles, and our triangulation error was around 160 miles. A table of the errors is available in our data.
Conclusion and Future Work
While we were able to make a lot of progress in developing the ability to work with Ptolemy’s catalog in modern GIS tools, we recognize that the work is far from complete. Our hope is that this work will stimulate future research interest in this area, and serve as a useful foundation for such work. In the rest of this section, we give some recommendations for future projects in this area.
The first and most obvious extension to this work is to simply apply the same concepts and techniques to each of the other books and chapters in Ptolemy’s Geography. We focused on India just to get started, but the same principles and techniques should work just as well for any of the other regions he covers, and the results of such work would be just as useful. In fact, it is likely that other books may be easier, because Ptolemy knew those areas better, and they are better supported in many of the translations.
The next extension is to further improve on the known locations within India. We recognize that there is still a degree of uncertainty in many of the places we are classifying as known, and additional work in this area could reduce that amount of uncertainty. Similarly, our predictions for the locations of the remaining unknown locations could prove useful to scholars attempting to identify those. A dream scenario would be for one of our predictions to be accurate enough for archeologists to be able to travel to the coordinates we provide, start digging, and find a previously hidden ancient city that had been identified by Ptolemy but since lost. While this extreme scenario may be little more than a dream, serving as at least a somewhat useful starting point for future place identification would be similarly rewarding. 
Also, we are not doing anything yet to effectively capture the degree to which we consider each place known, while clearly we know some locations with a higher degree of certainty than others. Adopting a rating similar to that used in some of Gusev and Stafeyev’s prior work on this, a discrete classification of the degree to which each point is known could be useful. Or, even going further and describing a full prior distribution for each known, fully capturing our beliefs about its certainty. We somewhat use this concept in our Bayesian adjustment approach, but it could be extended to a much greater degree in future work.
We also recognize that the models we developed leave ample opportunity for improvements along several dimensions. The first dimension is on the amount of data we are making use of. The only data we are using in terms of features for prediction are the Ptolemy latitude and longitude. On our to-do list for this project was to explore other potential feature data such as toponyms information, meta-data such as more detailed categories information, and further geological feature information. For instance, for mountain identification it may be possible to make use of elevation data to predict more likely coordinates for mountain ranges. Similarly, vector data for river paths could potentially be used to better locate various river related features, and towns and other places that are described in terms of their proximity to such rivers.
Another dimension of model improvement is on the type of model used. By the end of our study, it appears that triangulation still produces the most accurate results, but we were never able to satisfactorily remove the constraint that the known locations have to form a triangle around the known location in Ptolemy coordinates. Thus, removing this constraint would continue to be a good topic for future research, as would be coming up with even better models altogether, or improving on any of the ones we’ve mentioned in this paper.
Similarly, another dimension to explore with regards to model improvement would be in terms of combinations of one or more models. For example, we could conceive of a hybrid flocking and triangulation approach that combines the results in a way to form an even better model.
We anticipate that many of the tools and techniques described in this paper would be useful in understanding other ancient authors. Indeed, we intend to continue the work to carry it through to the rest of Ptolemy’s Geography, providing a complete modern rendition of his oikoumene in tools like Google Earth, Google Maps, and ArcGIS.
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Table 1
[bookmark: _GoBack]Modern coordinates for known locations in book 7 chapter 1
	Ptolemy ID
	Ptolemy Name
	Modern Name
	 Ptolemy Lat. 
	 Ptolemy Lon. 
	 Modern Lat. 
	 Modern Lon. 

	7.01.02.04
	Indus-Mündung (westlichste)
	               19.83 
	              110.33 
	               24.74 
	                67.55 

	7.01.02.10
	Indus-Mündung
	
	               20.25 
	              113.33 
	               23.77 
	                68.61 

	7.01.03.01
	Bardaxema
	Porbandar
	               20.67 
	              113.67 
	               21.64 
	                69.63 

	7.01.03.02
	Syrastra
	Surat
	               19.50 
	              114.00 
	               21.17 
	                72.83 

	7.01.03.03
	Monoglosson
	Mangrol
	               18.67 
	              114.17 
	               21.12 
	                70.12 

	7.01.04.02
	Mophis-Mündung
	Mahi
	               18.33 
	              114.00 
	               22.24 
	                72.66 

	7.01.05.03
	Narmades-Mündung
	Narmada
	               16.75 
	              112.00 
	               21.61 
	                72.56 

	7.01.05.04
	Nusaripa
	Navsari
	               16.50 
	              112.50 
	               20.95 
	                72.95 

	7.01.05.05
	Pulipula
	Sanjan
	               16.00 
	              112.50 
	               20.19 
	                72.82 

	7.01.06.02
	Suppara
	Sopara
	               15.50 
	              112.17 
	               19.42 
	                72.80 

	7.01.06.03
	Goaris-Mündung 
	Ulhas River / Vasai Creek
	               15.17 
	              112.25 
	               19.32 
	                72.80 

	7.01.06.05
	Bindas-Mündung
	Thane creek
	               15.00 
	              110.50 
	               19.05 
	                72.98 

	7.01.06.06
	Simylla*
	Chaul
	               14.75 
	              110.00 
	               18.57 
	                72.94 

	7.01.06.07
	Balepatna
	Dabhol
	               14.33 
	              111.50 
	               17.59 
	                73.18 

	7.01.06.08
	Hippokura 
	Goregaon (West)
	               14.00 
	              111.75 
	               19.16 
	                72.84 

	7.01.07.02
	Mandagora
	Bankot
	               14.17 
	              113.00 
	               17.98 
	                73.05 

	7.01.07.03
	Byzantion
	Vijayadurg
	               14.67 
	              113.67 
	               16.55 
	                73.34 

	7.01.07.05
	Nanagunas-Mündung
	Tapti river / Hazira creek
	               13.83 
	              114.50 
	               21.07 
	                72.68 

	7.01.07.07
	Nitra
	Mangalore/Mangaluru
	               14.67 
	              115.50 
	               12.91 
	                74.84 

	7.01.08.02
	Tyndis
	Ponnani
	               14.50 
	              116.00 
	               10.77 
	                75.93 

	7.01.08.04
	Kap Kalaikarias 
	Chalakudy
	               14.00 
	              116.67 
	               10.31 
	                76.33 

	7.01.08.05
	Muziris*
	Cranganur
	               14.00 
	              117.00 
	               10.22 
	                76.20 

	7.01.08.06
	Pseudostomos-Mündung
	Periyar-Mündung
	               14.00 
	              117.33 
	               10.18 
	                76.16 

	7.01.08.10
	Bakare
	Pirakkad
	               14.50 
	              119.50 
	               10.06 
	                76.46 

	7.01.08.11
	Baris-Mündung
	Pamba
	               14.33 
	              120.00 
	                 9.31 
	                76.38 

	7.01.09.02
	Nelkynda
	Nirkunnam
	               14.33 
	              120.33 
	                 9.41 
	                76.35 

	7.01.09.06
	Kap Komaria
	Kap Comorin
	               13.50 
	              121.75 
	                 8.09 
	                77.54 

	7.01.10.05
	Kolchoi
	Korkei
	               15.00 
	              123.00 
	                 8.63 
	                78.07 

	7.01.10.06
	Solen-Mündung
	Tamraparni-Mündung
	               14.67 
	              124.00 
	                 8.63 
	                78.11 

	7.01.11.03
	Kap Kalligikon
	Point Callimere
	               13.33 
	              125.67 
	                 9.29 
	                79.31 

	7.01.13.02
	Chaberis*
	Tranquebar
	               15.75 
	              128.33 
	               11.03 
	                79.85 

	7.01.14.02
	Poduke
	Virampatnam
	               14.75 
	              130.25 
	               11.89 
	                79.82 

	7.01.15.06
	Ablegeplatz zur Goldenen Chersones
	               11.00 
	              136.33 
	               18.16 
	                83.78 

	7.01.17.05
	Adamas-Mündung
	Subarnarekha-Mündung
	               18.00 
	              142.67 
	               21.56 
	                87.37 

	7.01.18.07
	Antibole-Mündung
	
	               18.25 
	              148.50 
	               22.07 
	                89.94 

	7.01.27.01
	Indus (Zusammenfluss mit dem Koas)
	Indus (Zusammenfluss mit dem Konar)
	               31.00 
	              124.50 
	               33.92 
	                72.23 

	7.01.27.02
	Koas (Zusammenfluss mit dem Suastos)
	Konar (Zusammenfluss mit dem Swat)
	               31.67 
	              122.50 
	               34.11 
	                71.71 

	7.01.27.03
	Indus (Zusammenfluss mit dem Zaradros)
	Indus (Zusammenfluss mit dem Sutlej)
	               30.00 
	              124.00 
	               29.15 
	                70.72 

	7.01.27.07
	Bidaspes (Zusammenfluss mit dem Sandabal)
	               32.67 
	              126.67 
	               31.17 
	                72.15 

	7.01.33.02
	Pseudostomos (Biegung)
	Periyar
	               17.25 
	              118.50 
	                 9.58 
	                77.11 

	7.01.34.03
	Solen-Quellen im Bettigo-Gebirge
	Tamraparni-Quellen in den S-Ghats
	               20.50 
	              127.00 
	                 8.69 
	                77.36 

	7.01.34.04
	Solen (Biegung)
	Tamraparni 
	               18.00 
	              124.00 
	                 8.69 
	                77.68 

	7.01.43.04
	Dionysopolis 
	
	               32.50 
	              121.50 
	               34.43 
	                70.32 

	7.01.44.04
	Poklais
	Charsadda
	               33.00 
	              123.00 
	               34.15 
	                71.74 

	7.01.45.05
	Taxila
	Taxila
	               32.25 
	              125.00 
	               33.74 
	                72.80 

	7.01.46.04
	Euthydemia 
	Sialkot
	               32.00 
	              126.67 
	               32.49 
	                74.53 

	7.01.48.03
	Labokla
	
	               33.33 
	              128.00 
	               31.56 
	                74.36 

	7.01.48.04
	Batanagra
	
	               33.33 
	              130.00 
	               29.58 
	                74.32 

	7.01.49.05
	Indabara
	
	               30.00 
	              127.25 
	               28.61 
	                77.25 

	7.01.50.01
	Modura 
	Mathura
	               27.17 
	              125.00 
	               27.49 
	                77.67 

	7.01.50.02
	Gagasmira 
	
	               27.50 
	              126.67 
	               28.61 
	                76.66 

	7.01.50.03
	Erarassa 
	
	               26.00 
	              123.00 
	               25.32 
	                82.98 

	7.01.51.04
	Konta 
	
	               34.33 
	              133.50 
	               25.72 
	                81.52 

	7.01.51.05
	Margara
	
	               34.00 
	              135.00 
	               27.74 
	                78.57 

	7.01.51.06
	Batankaisara
	
	               33.33 
	              132.67 
	               29.96 
	                76.82 

	7.01.59.01
	Patala* 
	Hyderabad
	               21.00 
	              112.83 
	               25.39 
	                68.37 

	7.01.59.02
	Barbarei*
	Bhambore
	               22.50 
	              113.25 
	               24.75 
	                67.52 

	7.01.60.03
	Auxoamis 
	Ajmer
	               22.33 
	              115.50 
	               26.45 
	                74.64 

	7.01.60.04
	Asinda
	Siddhpur, Gujarat, India
	               22.00 
	              114.25 
	               23.92 
	                72.37 

	7.01.60.05
	Orbadaru
	Mt. Abu
	               22.00 
	              115.00 
	               24.59 
	                72.71 

	7.01.60.06
	Theophila
	Devaliya
	               21.17 
	              114.25 
	               23.03 
	                70.00 

	7.01.60.07
	Astakapra
	Hathab
	               20.25 
	              114.67 
	               21.57 
	                72.27 

	7.01.61.01
	Panassa 
	no town there
	               29.00 
	              122.50 
	               28.78 
	                70.10 

	7.01.61.03
	Naagramma 
	Naushehra
	               27.00 
	              120.00 
	               32.57 
	                72.15 

	7.01.61.04
	Kamigara
	Sukkur
	               26.33 
	              119.00 
	               27.71 
	                68.85 

	7.01.61.05
	Binagara
	Brahmanabad
	               25.33 
	              118.00 
	               25.88 
	                68.78 

	7.01.62.04
	Barygaza*
	Bharuch
	               17.33 
	              113.25 
	               21.71 
	                73.00 

	7.01.63.01
	Agrinagara 
	Agar Malwa
	               22.50 
	              118.25 
	               23.71 
	                76.01 

	7.01.63.05
	Xerogerei
	Dhar
	               19.83 
	              116.33 
	               22.60 
	                75.30 

	7.01.63.06
	Ozene*
	Ujjain
	               20.00 
	              117.00 
	               23.18 
	                75.78 

	7.01.63.10
	Nasika
	Nasik
	               17.00 
	              114.00 
	               20.00 
	                73.79 

	7.01.69.03
	Stagabaza
	Bhojapur
	               28.50 
	              133.00 
	               19.68 
	                74.04 

	7.01.69.04
	Bardaotis
	
	               28.50 
	              137.50 
	               24.45 
	                80.88 

	7.01.70.02
	Bridama
	Bilhari
	               27.50 
	              134.50 
	               23.14 
	                79.97 

	7.01.70.03
	Tholobana 
	Bahoriband
	               27.00 
	              136.33 
	               23.67 
	                80.07 

	7.01.71.05
	Panassa
	Panna
	               24.50 
	              137.67 
	               24.72 
	                80.18 

	7.01.73.01
	Sambalaka
	Sambhal
	               29.50 
	              141.00 
	               28.59 
	                78.57 

	7.01.73.03
	Palimbothra*
	Patna
	               27.00 
	              143.00 
	               25.61 
	                85.14 

	7.01.73.04
	Tamalites
	Tamluk
	               26.50 
	              144.50 
	               22.30 
	                87.92 

	7.01.76.05
	Ozoana
	Seoni
	               20.50 
	              138.25 
	               22.09 
	                79.54 

	7.01.78.01
	Kartinaga
	Karnigar
	               23.00 
	              146.00 
	               22.51 
	                87.36 

	7.01.78.02
	Kartasina
	Berhampur
	               21.67 
	              145.50 
	               19.31 
	                84.79 

	7.01.82.06
	Baithana*
	Paithan
	               18.17 
	              117.00 
	               19.48 
	                75.38 

	7.01.83.12
	Modogulla
	Mudgal
	               18.00 
	              119.00 
	               16.01 
	                76.44 

	7.01.83.14
	Banauasei 
	Banavasi
	               16.75 
	              116.00 
	               14.53 
	                75.02 

	7.01.86.09
	Karura*
	Tirukkarur
	               16.33 
	              119.00 
	               10.77 
	                79.64 

	7.01.89.06
	Modura* 
	Madurai
	               16.33 
	              125.00 
	                 9.93 
	                78.12 

	7.01.91.05
	Orthura*
	Uraiyar
	               16.33 
	              130.00 
	               12.09 
	                79.14 

	7.01.91.08
	Abur
	
	               16.00 
	              129.00 
	               12.82 
	                78.63 

	7.01.92.04
	Karige
	
	               15.00 
	              132.67 
	               14.47 
	                78.82 

	7.01.92.06
	Pikendaka
	
	               14.00 
	              131.50 
	               14.08 
	                77.60 

	7.01.92.10
	Malanga
	
	               13.00 
	              133.00 
	               16.70 
	                81.10 

	7.01.93.03
	Bardamana
	
	               15.25 
	              136.25 
	               17.97 
	                79.59 

	7.01.93.06
	Pityndra*
	
	               12.50 
	              135.50 
	               16.56 
	                80.34 

	7.01.94.03
	Barake
	Beyt
	               18.00 
	              111.00 
	               22.46 
	                69.10 

	7.01.95.02
	Milizigeris
	Jaygarh
	               12.50 
	              110.00 
	               17.29 
	                73.22 

	7.01.95.03
	Heptanesia
	
	               13.00 
	              113.00 
	               15.93 
	                73.46 

	7.01.96.02
	Kory
	Rameswaram
	               13.00 
	              126.50 
	                 9.29 
	                79.31 





Table 2
Modern coordinates for known locations in book 7 chapter 4
	Ptolemy ID
	Ptolemy Name
	Modern Name
	  Ptolemy Lat.  
	  Ptolemy Lon.  
	  Modern Lat.  
	  Modern Lon.  

	7.04.02.01
	Nördliches Kap
	Point Pedro
	       12.50 
	     126.00 
	         9.82 
	       80.23 

	7.04.03.01
	Nördliches Kap
	Point Pedro
	       12.50 
	     126.00 
	         9.82 
	       80.23 

	7.04.03.05
	Kap Anarismundu 
	 
	         7.75 
	     122.00 
	         8.44 
	       79.85 

	7.04.03.09
	Priapis-Hafen
	 
	         3.67 
	     122.00 
	         7.19 
	       79.86 

	7.04.04.03
	Kap des Zeus
	 
	         1.00 
	     120.50 
	         6.93 
	       79.86 

	7.04.04.07
	Odoka
	 
	       (2.00)
	     123.00 
	         6.15 
	       80.11 

	7.04.04.08
	Kap der Vögel
	Dondra Head
	       (2.50)
	     125.00 
	         6.05 
	       80.22 

	7.04.05.01
	Dagana, der Selene heilig
	 
	       (2.00)
	     126.00 
	         5.93 
	       80.59 

	7.04.05.02
	Korkobara
	 
	       (2.33)
	     127.67 
	         6.03 
	       80.79 

	7.04.05.04
	Kap Ketaion
	 
	       (0.67)
	     132.50 
	         6.36 
	       81.47 

	7.04.05.08
	Mordula 
	 
	         2.33 
	     131.00 
	         6.84 
	       81.83 

	7.04.06.01
	Abaraththa
	 
	         3.25 
	     131.00 
	         7.38 
	       81.84 

	7.04.06.02
	Helios-Hafen
	 
	         4.00 
	     130.00 
	         7.72 
	       81.70 

	7.04.06.06
	Kap Oxeia
	Foul Point
	         7.50 
	     130.00 
	         8.52 
	       81.32 

	7.04.06.07
	Ganges-Mündung
	Mahaweli Ganga-Mündung
	         7.33 
	     129.00 
	         8.46 
	       81.23 

	7.04.07.01
	Nagadiba*
	 
	         8.50 
	     129.00 
	         7.27 
	       81.10 

	7.04.07.03
	Anubingara
	 
	         9.67 
	     128.67 
	         8.82 
	       81.10 

	7.04.07.04
	Moduttu
	 
	       11.00 
	     128.00 
	         8.98 
	       80.94 

	7.04.07.07
	Talakori*
	 
	       11.67 
	     126.33 
	         9.82 
	       80.14 

	7.04.10.01
	Anurogrammon
	Anuradhapura
	         8.67 
	     124.17 
	         8.35 
	       80.39 

	7.04.10.02
	Maagrammon*
	Tissamaharama
	         7.33 
	     127.00 
	         6.28 
	       81.28 
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Figure 1. This figure provides a rendering of our combined known and unknown locations from Ptolemy’s Geography using the triangulation approach. The labels shown are the original Ptolemy names as translated into German by Stückelberger and Grasshoff.



 Figure 2. This figure shows the error computed for leave one out validation for our two strongest mathematical models: triangulation and flocking. The data has been sorted in decreasing order of the triangulation error. We can see here that the flocking error seems to follow roughly along with the triangulation error, but that there is a high degree of variance along the line, indicating that for some points flocking does better, while for others triangulation does better.
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Figure 3. The top figure shows the prior we used for India (book 7, chapter 1). The lower figures show the Bayesian calculation. The prior is on the left, the data is in the center, and the posterior is on the right. We take the MAP of the posterior as the adjusted point. 
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Figure 4. Above are screenshots of the animation visualization sketch in its extreme states. The tool cycles smoothly between ancient and modern coordinates, allowing the eye to follow both the known and unknown points as they move between their two locations. Users can click on the sketch to take manual control of the time bar.
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Figure 5. This figure shows a screenshot of Google Earth with the triangulation output KML loaded. As you can see, we load the Ptolemy coordinates as is, even though the coordinates system is wrong (especially the prime meridian), its wrong in a way that is useful for visualization, because it is visible in the same frame as the modern coordinates. In this frame, we can see the modern known and unknown locations on the left over the real India, and the Ptolemy coordinates to the right over the Pacific Ocean. We found it most useful to label the points consistently with the ID system used in Stückelberger and Grasshoff for debugging and further point identification purposes.
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Figure 6. This figure shows the triangulation visualization, depicting especially clearly the Delaunay triangulation used in selecting which known points for each unknown points would be used for the estimation. The colors are inconsistent when viewing them all at the same time as in the top figure, but become clear when only a single triangle is viewed at a time as shown in the bottom figures. 
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Figure 7. This figure shows the nearest neighbors for each known point, given another graph similar to the triangulation one shown in figure 6. Like figure 6, the colors are more useful when viewing only one point at a time, and folders are provided within the KML to easily turn on and off entire sets to make this more useful. Several of the models we applied use nearest neighbors rather than the surrounding triangle from the Delaunay triangulation, and this visualization proved quite useful in debugging them and in locating new points.

Ptolemy error comparison: triangulation vs. flocking
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